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     Lear ni ng t o Pr edi ct   

In general, a "predictor" predicts some unknown property of an instance, based on some 
observed features; eg, predict whether a patient is likely to develop type-1 diabetes, type-2 
diabetes, or neither, based on his/her observed metabolic profile; or predict how a breast cancer 
patient will respond to herceptin (eg, predicted years of survival), based on the gene expression 
values produced by a microarray of her tumour.  A "supervised learning" algorithm takes input 
in a dataset that includes both the observed features and the information to be predicted, called 
labels (eg, metabolic profiles of many previous patients, each with clinical outcome), and 
produces a predictor. An important aspect of learning algorithms is that they look for flexible 
ways of combining the inputs to come up with a prediction, yet making reliable predictions. See 
Figure 1 . 

 
Our team has extensive experience designing learners that produce predictors in general, 
including many that address the challenges in this technology, such as noisy data, missing data, 
fusing information from different data sources, being sensitive to the costs of different tests, and 
having a huge number of features but only a limited number of training instances.  For example, 
we have developed systems that predict cancer (breast, ovarian) from microarray data and from 
SNP data (for projects with colleagues in the Cross Cancer Institute [CCI]), for estimating 
muscle loss (cachexia) based on the patient's metabolic profile (with the Human Metabolome 
Project), and for classifying proteins 
(predicting a protein's general function, and 
subcellular location, with the Proteome 
Analyst project). 

 
Many of these learners can also identify the 
subset of features that are most responsible 
for the decision -- here, these are bio-
markers, which might be genetic, 
proteomic, or metabolic, or a combination 
of several modalities.  We are starting 
another project (with CCI) to identify such 
genetic markers, to help identify possible 
drug targets. 

 
Similarly, consider the task of finding the 
brain tumour region within a Magnetic 
Resonance (MR) scan of a brain, that is, 
labelling each voxel as either "normal" or 
"tumour".  Here seeing that one voxel is tumour increases the chances that its neighbour is also 
tumour.  Our group has designed and implemented various learning algorithms for finding brain 
tumours in MR brain images, in another CCI project. 

Possible Applications for Machine Learning 
for Health Informatics 
 

Figure 1: Supervised learning algorithm uses labeled instances 
to  producs a predictor. That predictor is then used to make 
predictions about novel instances. 
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     Lear ni ng t o Model  
 

Each L2P system implicitly assumes that the designer 
knows what to look for, as it involves learning to predict 
some pre-specified property of an instance (eg, the 
response to a given treatment by a specific patient, or 
perhaps the solubility index of some metabolite).  
Sometimes, the underlying task is more nebulous -- 
perhaps the task is to characterize the overall metabolome 
of a "healthy person" in general, as that will allow us to 
answer a wide range of questions, about the typical 
concentration range for some single metabolite, or over a 
set of metabolites, as well as correlations of such ranges 
across metabolites.  

 
We can also use this general model, typically 
corresponding to a probabilistic distribution, to find and 
flag anomalous situations (here, very unlikely metabolic 
profiles), which may correspond to some disease(s).    
Notice this is more than just finding that one metabolite is 
outside its normal range; in general, this decision can be 
based on combinations of concentrations over a set of 

metabolites  (eg., it might predict some disease state if one metabolite is significantly higher than 
normal, but only if two other specified metabolites are 
not.) 

 
We can use similar "anomaly detection" ideas to detect 
the first signs of some disease outbreak: here, we would 
first model the typical distribution of diseases in some 
community, as well as various other relevant factors, such 
as the number of school absentee notes, certain tests 
ordered and their results, medications purchased, etc. 
Combinations that are, collectively, extremely unlikely 
may well be harbingers of an outbreak about to happen 
(SeeFig.3)                  

Fig. 3. Modelling disease outbreaks (anomaly 
detection) 
 

Fig. 2.  Metabolic Pathways 
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     Lear ni ng t o Cont r ol  
L2P basically makes some prediction about a patient (or disease or protein), 
then typically uses this to make a single decision -- eg, decide on one specific 
treatment based our prediction of its effectiveness.  Sometimes we need to 
take a sequence of actions -- perhaps to follow some treatment protocol.  
Rather than consider only fixed protocols, we can instead consider 
"conditional plans", specific to each patient: first take medication#1, then 
check for a particular reaction; if it is present, then switch to a second type of 
medicine, otherwise continue medication#1, but only for at most 10 days: at 
this time, ...  Our centre has considerable expertise in learning such "policies" 
for making sequential decisions, based on prior information, observations, 
and/or experimentation.  

 
We could apply these ideas and techniques to controlling robots, perhaps "nurse-bots" to help 
the aged, or semi-automated robotic surgeons.  They could be also relevant in the context of 
producing realistic simulators that could be used both to train medical students and to evaluate 
the effectiveness of standard practice. 

 
Another potential application is to extract best practices from observe log records, or to compare 
policies and detect if a certain decision (in clinical practice) contradicts the common practice of 
other doctors.  

 
Finally, these “sequential decision”  ideas can also be applied to the design of clinical trials.  
Most such trials follow a standard experimental design process, where the designer at the 
beginning of the trial, specifies how many instances of which type of individual should receive 
each treatment.  As an alternative model, we could run a few specified tests on a small subset of 
individuals.  We would then use the observed outcomes of these tests to decide which new tests 
to run on which (perhaps new) instances; and so forth.  This sequential process has the potential 
of drastically reducing the cost of the clinical trials, while still producing conclusions with the 
same statistical confidence. 

 
 
 

For  more information about the Alber ta Ingenuity Centre for  Machine Learning, see 
http://aicml.ca/ 

 
 
 
 
 
 
 

Fig. 4. Possible 
Robot Application 
to Medical Field 


